
  

Privacy Design Analysis: A Framework 
for Identifying and Resolving Privacy 
Threats 

 

Abstract 
This paper discusses privacy design analysis, an 
approach for identifying threats to privacy inherent in a 
system’s design and prioritizing privacy-preserving 
design alternatives. It is in many ways analogous to 
security threat modeling, where analysts methodically 
uncover a set of security threats facing a system by 
identifying attackers, assets, and paths to assets. In 
the privacy design analysis methodology, analysts 
identify the parties who disclose information, the 
parties who receive information, and the contexts in 
which information is transferred. By comparing these 
disclosure practices with existing norms online and 
offline, analysts can determine which information flows 
represent privacy violations, what design alternatives 
better support privacy norms, and how those 
alternatives interact with the goals of system 
stakeholders. 
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As the use of technology becomes increasingly 
intertwined with their daily lives, people are troubled by 
threats to a widely recognized expectation of privacy. 
Yet there are few tools available to technologists who 
would want to consider the privacy impact of their 
innovations. Existing approaches, like privacy impact 
assessments, tend to rely on coarse distinctions 
between private and public information and offer little 
guidance to the assessor for surfacing issues, which 
often requires creativity and antagonistic thinking.  

The following discussion of a new methodology for 
privacy analysis builds on existing approaches but is a 
more methodical approach that encourages a 
comprehensive review of potential violations. It is 
inspired by techniques from the field of security threat 
modeling [13]. Threat modeling is a structured method 
of identifying a set of security threats to a system by 
decomposing the application and analyzing each 
component against categories of security breaches. 
Whereas threat modeling discusses attackers and 
vulnerabilities, the methodology described in this paper 
focuses on actors and disclosures. 

An effective and practical method for identifying and 
responding to privacy issues in technology as it is being 
built would be a boon to technologists. Companies have 
been forced to make hasty changes to product features 
and issue apologetic press releases when their products 
violate privacy norms. The FTC has recently discussed 
their motivation to prevent companies from tracking 
consumers without their consent [4]. The growth of the 
“social web” has seen the rise of new companies that 
are built on the private information of others. Designers 
of the Privacy Preferences Project (P3P) have discussed 
the difficulty of creating a “social protocol” that takes 

into account values of different stakeholders [3]. A 
methodology to quickly describe and qualify privacy 
threats could facilitate “privacy by design”, where 
technology is built to respect personal information 
disclosure practices. 

There are three lines of academic privacy research that 
inform this methodology. The first, based primarily on 
HCI research, focuses on heuristics - questions or 
principles that are meant to guide the expert reviewer 
through the process of performing a privacy review 
[2][5][8]. The second, stemming from the field of 
requirements engineering, emphasizes the goals of 
stakeholders in the system, and how those goals might 
be impacted be disclosure and privacy concerns 
[6][7][13]. Finally, there are several examples of how 
privacy access control data can be captured in formal 
rule languages [1][9]. Privacy design analysis includes 
questions and other relevant prompts, user goals as 
decision criteria, and access control modeling. Thus, it 
combines complementary aspects of these approaches. 

The underlying theory of privacy emphasized here is 
Nissenbaum’s [10] privacy as “contextual integrity”, 
where privacy is defined by both distribution and 
appropriateness norms. Privacy threats occur when 
personal information is disclosed in a context that 
violates norms or expectations. In order to identify 
these threats systematically, we need to first identify 
the set of information disclosure contexts and then 
identify contexts that potentially transgress norms.  

The first step of the methodology is to identify the key 
actors in the system. This should include everyone who 
can interact with the system, as well as people who are 
specifically disallowed from interacting with the system. 
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In the case where actors of a certain type are only 
generally defined and vague, it may be useful to 
employ a user modeling exercise where a fictional user 
is described for use in subsequent analyses [11]. 

After the set of actors has been defined, the next step 
is to determine the data that they disclose to the 
system. For a social networking site, this could include 
explicit data disclosure such as user-generated content 
and profile information as well as implicit data 
disclosure such as browsing history, transaction history, 
or social ties.  

Each piece of data from an actor may be available to 
different actors, and so the next step is to list the entire 
set of possible disclosures. For example, in a social 
networking site a user may share photos through a 
photo upload feature. Other users may be able to view 
the photos in a photo gallery. An administrator of the 
site may be able to review the photos. Those photos 
may be available to the public with other data, such as 
the geographic location where the photo was taken or 
comments about the photo by the person who took it.  

Once the set of disclosures has been established, each 
information flow must to be examined for its underlying 
threat to privacy. Determining if an information path 
represents a privacy threat at first seems difficult, as 
users’ expectations of privacy vary. However, there are 
several techniques from existing literature on privacy 
analysis that suggest a set of heuristics that aid 
identifying privacy threats. The analyst should ask 
questions like: 

• Are there existing technologies that have 
similar transactions? 

• Is this transaction occurring with the actor’s 
knowledge? 

• Did the user consent to this transaction? 
• Can the user prevent this transaction from 

occurring? 
• Is this transaction something that most users 

would find acceptable? 
• How could a vindictive or malicious actor abuse 

this transaction? 
 

If the result includes any questionable uses, the 
transaction should be flagged for later review. The 
result of this process should be a list of disclosures 
(defined as data given by one actor and received by 
another) that may be objectionable. This is the critical 
step of the process because it is where privacy issues 
are spotted, and because all possible disclosures are 
examined it should give some confidence that the list of 
issues is comprehensive. 

Once the set of potentially problematic disclosures is 
identified, the analyst can consider a set of mitigations, 
which are design alternatives that reduce the privacy 
risk of a disclosure. For instance, the user could be 
given notice about the disclosure, or they could have 
the choice to opt-in or opt-out. The data could be 
anonymized before it is disclosed, or aggregated by 
combining individual records. Not all of these 
mitigations are complete, possible or ideal for each 
disclosure, but it helps surface design ideas that could 
help improve privacy. 

In order to identify the best alternatives, the next step 
is to determine which alternatives support and harm 
actor goals. In the case where estimation is 
exceptionally difficult, analysts could conduct a survey 



 4 

or interview of potential users to attempt to determine 
and quantify their reaction to the transaction. The 
priority of these goals may be based on values held by 
the actors in the system, or focused on preserving the 
rights of the most vulnerable actors in the system. The 
results of this goal-based analysis highlight which 
design alternatives best protect privacy while 
preserving other user goals. 

Identifying privacy problems inherent in a design is a 
difficult issue for system designers in the real world. 
There are few tools for rigorously and comprehensively 
finding what aspects of a technology may violate users’ 
expectations about the disclosure of their personal 
information, and how these issues can be addressed. 
The framework presented here differs from other 
approaches by providing a highly structured 
methodology for looking at privacy as a consequence of 
design. The end goal is to elicit the entire set of 
information disclosure instances that may be 
problematic from a privacy standpoint, find the best 
privacy-preserving designs, and encourage system 
designers to design features in ways that are more 
sensitive to users’ privacy concerns. 
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